
Laplace Smoothing

We discuss the concept of Laplace smoothing. While from a frequentist perspective it seems like an ad hoc
modification to the probability, a fully Bayesian treatment shows that it arises from using a non-informative prior
over the Bernoulli parameter φ.

The Frequentist Approach

Suppose that we’re tracking a random variable that can only take on two values, 0 and 1. Presumably the variable
is governed by a Bernoulli random variable with some (unknown) parameter φ so that the probability of finding the
value 1 is given by φ and the probability of finding the value 0 is 1− φ. We can combine these two cases as usual as

p(x|φ) = φx(1− φ)1−x

Furthermore, suppose that we have observed n data points so far, D = {x1, x2, . . . , xn} and that we’re tasked with
determining the probability that the next value observed, xn+1 is a 1 (this could e.g. correspond to a coin with
unknown bias being flipped). Since we’re not given φ, we must infer it from the data prior to making a claim to the
chance of xn+1 being 1. The standard frequentist approach is then to tally up the 1s and the 0s and compute the
ratio of occurrences of 1s:

p(x = 1|D) = φfrequentist =
#1s

n

However, while for large data sets this may produce a reasonable result, for small data sets it will not. Consider for
a moment what would happen for n = 1. Regardless of the outcome of that first instance of the random variable, the
fraction of 1s will either be 100% or 0%, both clearly overstating the importance of this single first data point.1 The
procedure of Laplace smoothing is then to add one occurrence to each class and instead compute

p(x = 1|D) = φLaplace =
#1s+ 1

(#0s+ 1) + (#1s+ 1)
=

#1s+ 1

n+ 2

In our case above, this would yield a probability of either 1/3 ∼ 33% or 2/3 ∼ 66%, both much more reasonable than
the frequentist answer of 0% or 100%. However, what’s the rationale behind this seemingly ad hoc idea? It turns out
that it can be derived from within a fully Bayesian treatment of the problem.

Bayesian Treatment

While there may very well be a true underlying parameter φ that’s used in producing the data, the Bayesian treatment
allows us to nonetheless encode our belief in what that parameter may be set to in terms of a probability distribution
over φ. Suppose that before we see any data, we have no idea of what φ may be. Let’s then suppose that our prior is
the perfectly uninformative uniform distribution2

p(φ) = 1

To compute the probability of seeing a 1 after being exposed to all the data in a fully Bayesian way, we should really
update our belief in what φ is in light of the data and furthermore consider every possible setting for φ with its
corresponding probability

p(x = 1|D) =

∫ 1

0

dφ p(x = 1|φ) p(φ|D) =

∫ 1

0

dφ φ p(φ|D)

1Apparently Laplace came up with the smoothing technique discussed here while contemplating the chance of the sun rising tomorrow.
Despite having a large data set, he recognized that it was not correct to predict with 100% probability that it will rise simply because it
has always risen in the past.

2Note that we are here talking about a probability distribution over probabilities.
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In order to continue with this reasoning we must then compute the posterior probability over φ given the data. We
can do this with a quick application of Bayes’ Theorem

p(φ|D) ∼ p(D|φ) p(φ)

Since the data points are all generated independently of each other (i.e. they are iid), the likelihood can be written as
a product p(D|φ) = φm(1− φ)n−m, where m is the number of occurrences of 1 among the data.3

p(φ|D) ∼ φm(1− φ)n−m

This needs to integrate to one for normalization reasons. To compute this integral we can integrate by parts m times.
We ultimately obtain the normalized probability

p(φ|D) =
(n+ 1)!

m!(n−m)!
φm(1− φ)n−m

We can now compute the probability p(x = 1|D)

p(x = 1|D) =

∫ 1

0

dφ φ
(n+ 1)!

m!(n−m)!
φm(1− φ)n−m =

(n+ 1)!

m!(n−m)!

∫ 1

0

dφ φm+1(1− φ)n−m

We compute this integral in the same way (just integrate by parts one more time)

p(x = 1|D) =
(n+ 1)!

m!(n−m)!

(m+ 1)!(n−m)!

(n+ 2)!
=
m+ 1

n+ 2

So, given the prior distribution over φ together with a properly updated posterior distribution, we have arrived at the
above result. Notice that m is just the number of 1s, so this can be rewritten as

p(x = 1|D) =
#1s+ 1

(#0s+ 1) + (#1s+ 1)
,

which is precisely the Laplace smoothing result from the first section. So, Laplace smoothing is not just some smoothing
technique that’s pulled out of nowhere, but rather a direct result of a fully Bayesian treatment with a non informative
prior.

3Note that since the data set D contains the measurements xi in a specific order, there is no additional combinatorial factor here, i.e.
this is not a binomial distribution.
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