
p-values, and why

“Extraordinary Claims Require Extraordinary Evidence”

Of all the topics commonly discussed in statistics, few are more misunderstood than p-values. There may
be others that are not well understood by the average practitioner, but as far as misunderstood concepts
(your unknown unknowns to quote Donald Rumsfeld), this one must be near the top the list (together with
confidence intervals, the subject of another post). Here I try to give my perspective on the topic and hopefully
shed some light. Make sure to check out the final example below since it offers a very counterintuitive example
of how p-values can fail.

p-Values

A p-value is a measure of how unlikely an experimental outcome is assuming that there is nothing prompting
it to happen in the first place (i.e. it just occurs by chance). In more technical terms:

The p-value measures the probability of an outcome as extreme or
more extreme assuming that the null-hypothesis is true.

This is a mouthful, so let’s dissect it. First of all whenever you’re conducting an experiment you should have
both a null-hypothesis and an alternate hypothesis. Basically the null-hypothesis is the claim that nothing
interesting is going on at all. So, for example if you’re conducting an A/B test between two different checkout
processes and you’re tracking the conversion rates, your null-hypothesis would be that there actually is no
difference between the two options as far as conversion rates go (i.e. while you might hope that option B
does better than option A you’re out of luck). Your alternate hypothesis on the other hand is the exciting
one, the one that claims that there actually is a difference between the two options. The way science works
is that you continually move forward by disproving hypotheses, also known as falsifying them. All you can
really hope for is that your current understanding of the universe at least isn’t blatently wrong... yet.

So, you’ve got your boring null-hypothesis and your exciting alternate hypothesis, and then you’ve got some
data. Perhaps you notice that checkout version A had a conversion rate of 3% while the option B had
a conversion rate of 5%. That’s super exciting, we should definitely go with with option B, right? Well,
unfortunately it’s not quite that simple. Any time you conduct an experiment there will be factors that
affect your result that you have no influence over. Maybe the computers for some of the people in group
A crashed in the middle of the checkout process or maybe the people who were lumped in to group B were
more eager to buy your product in the first place. As good data scientists we need to be honest with our data
and acknowledge that there may be other sources affecting the outcome besides the one we’re controlling
for. Now, of course if you sent a million people to version A and another million to version B you’d hope
that these random differences would start evening out so that a few computers also crashed in group B and
some of the people in group A were also eager to buy your product. So if you still saw the 3% to 5% lift
even after sampling 2 million people like this, you’d probably be safe concluding that option B is superior.1

So, how can you know when you are allowed to claim a difference between these two groups? Well, that’s
what p-values are for.

1This assumes that there are no systematic differences between the groups. For example if you only used option B during the
weekends or only sent customers interesting in buying certain products to option A it may not matter how large your samples
are.
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Suppose that the average conversion rate is 3% and that we sample 100 people to send to our website. We’re
not guaranteed that exactly three of them continue to checkout. All we know is that on average each person
has a 3% chance of making it to the end. This is what’s known as a Bernoulli random variable. What
we’re interested in is the distribution of the total number of successes over these 100 people (something
known as a binomial random variable). In particular, let’s suppose that we send all these people to version
B and furthermore that this version actually has no effect on the outcome (i.e. we’re assuming that the
null-hypothesis is true). What is the chance of still getting five sales, simply by random chance? Well, the
chance of not getting a single sale is p(0|H0) = 0.97100 ∼ 4.8%. The probability of getting exactly one sale
is p(1|H0) = 0.03 · 0.9799 · 100 ∼ 14.7% (here we took into account that any of the 100 visitors could have
been the one to check out, hence the factor of 100). In a similar way we get additional probabilities:2

p(0|H0) ∼ 4.8%

p(1|H0) ∼ 14.7%

p(2|H0) ∼ 22.5%

p(3|H0) ∼ 22.7%

p(4|H0) ∼ 17.1%

p(5|H0) ∼ 10.1%

p(6|H0) ∼ 5.0%

p(7|H0) ∼ 2.1%

...

In particular we see that the chance of getting five successful sales by chance is over 10%. Furthermore
there’s a 5% chance of getting six customers. In fact, the chance of getting five or more sales is actually
roughly 18%. In other words, while a 5% conversion rate sure looks great and we might be inclined to go
with option B, the evidence in favor of option B isn’t really that strong; it’s reasonable to believe that the
extra two people who checked out would have also done so had they been sent to option A. Maybe it’s just
all noise. This number, the 18% is what we call the p-value, it tells us the chance that we would have gotten
an outcome as extreme (five customers) or more extreme (six, seven, ...) under the assumption that the
null-hypothesis is true (every customer has a 3% chance of checking out regardless of the website version
they’re sent to).

Now, suppose for a moment that instead of seeing a lift from 3% to 5%, we actually saw a lift from 3%
to 10% among 100 customers. How often would this happen simply by chance? Well, we need to consider
p(10|H0), p(11|H0), . . . , p(100|H0) - in other words the probability of getting something as extreme (10 sales)
or more extreme (11, 12, . . . , 100 sales). The total probability adds up to just under 0.09%, i.e. the p-value is
0.09%. Put another way, this happens by chance less than once in a thousand experiments. If I were running
this experiment (and I was confident that there are no systematic errors occurring), I may be comfortable
concluding that the lift seen in comparing options A and B does not just occur due to chance.3 In arriving
at this statistic, I have realized that the null-hypothesis does not do a satisfactory job at explaining the data,
and that I therefore must reject the null-hypothesis in favor of the alternate hypothesis.

Clearly a p-value of 18% as we saw at first is not a sufficiently strong indicator that the null-hypothesis is
false, although most would agree that a p-value of 0.09% is. So, when are we allowed to claim a difference
between the two experimental conditions? When are we allowed to reject the null-hypothesis? This is where
a lot of people seem to get confused. For some reason, the number 5% seems to be the going threshold for this,

2Note that this is just a binomial random variable and its distribution is given by p(k;n, q) =
(n
k

)
qk(1 − q)n−k where q is

the individual chance of success (here 3%), n is the total number of customers you send to the site (here 100), and k is the
number of sales (here we’re considering all values of k from 0 to 100.)

3If there’s more data available I would still continue looking into this a bit more, especially if there are other options that
I was also considering (such as option C, D, ...) since multiple comparisons increase the risk of false positives unless methods
like the Bonferroni correction are used.
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regardless of the experiment. This hard (and fixed) boundary stems from a fundamental misunderstanding
of what the p-value actually tells you.

What the p-value is Not

Many practitioners seem to be under the impression that the p-value tells you how likely it is that the
null-hypothesis is true. It sort of makes sense since lower p-values allow you to reject the null-hypothesis
while high p-values do not.4 Taken together with the fact that the p-value measures a probability related to
the null-hypothesis and the data you’ve observed makes it an understandable mistake, although a mistake
nonetheless. Let’s just state this very bluntly:

The p-value does NOT tell you the probability of the null-hypothesis
being true.

If this were the case, I would be more comfortable with the fixed and hard boundary of 5% stated above.5

Instead the p-value tells us the probability of seeing data as extreme as we have assuming that the null-
hypothesis is in fact true. These two sounds an awful lot like each other, but they are different. In the actual
definition we are talking about the probability of seeing the data that we’ve seen while in the misunderstood
version they are talking about the probability of the null-hypothesis being true. These are not the same
thing:

p(H0|data) 6= p(data|H0) = p-value

However, we can in fact relate these two by Bayes’ theorem:

p(H0|data) =
p(data|H0) · p(H0)

p(data)
=

p(data|H0) · p(H0)

p(data|H0) · p(H0) + p(data|¬H0) · (1− p(H0))

Note the presence of p(H0) here, the probability of the null-hypothesis being true without having seen any
data – the so-called prior. This is supposed to encode how surprised we would be if the null-hypothesis
were true before we’d seen any specific evidence at all. This is a very difficult thing to encode and is often
chosen in imperfect ways, although sometimes when a clear mechanism is present we can actually precisely
compute it. Note also that the probability of the null-hypothesis being true in fact is proportional to the
p-value. So as the p-value decreases, the chance of the null-hypothesis being true also decreases.6 This is
part of the source of the confusion. Not only do the two probabilities sound very similar, but they are also
closely related. However, just to re-iterate: a p-value of 5% does not imply that the null-hypothesis has a 5%
chance of being true.

So, what should our p-value cutoff be? When can we reject the null-hypothesis? Well, to quote Carl Sagan

“Extraordinary claims require extraordinary evidence”

This means that if your claim (the alternate hypothesis) is extraordinary or hard to believe before the
experiment even starts (i.e. the null-hypothesis is almost certainly correct and therefore p(H0) ≈ 1, then
you better show me evidence that would be hard to get unless the null-hypothesis were false (p(data|H0)� 1).
The more likely it is that the null-hypothesis is true before you start looking at your data, the more extreme
the data has to be for me to reject the null-hypothesis.

4This isn’t quite correct actually. See the last example for a counter example to this.
5Not fully comfortable though since we’d still need to weigh the costs for each decision (decision theory). For example,

just because I only have a 5% chance of having a curable but deadly disease, does not necessarily make it acceptable to avoid
treatment.

6Note that this isn’t necessarily true. In fact, as we’ll see in our third example below, sometimes a lower p-value actually
means that the null-hypothesis is more likely to be true.
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An example

We might be comfortable going with website version B over A if the p-value falls below 5% (maybe we had
good reason to believe that option B would be better – maybe the checkout button was big and red in version
B but small and white in version A). However suppose instead that we are testing my psychic abilities. I
claim that I am clairvoyant and to demonstrate this I ask you to shuffle a deck of cards after which I will
tell you, without looking at it, what the top card in the deck is. Suppose that I claim it’s the 4 of clubs and
after examination you find that I in fact was correct. Should we conclude that I am clairvoyant? Well, let’s
compute the p-value. The null-hypothesis here is that I am not clairvoyant and that I am just guessing what
the top card is. The alternate hypothesis instead is that I in fact am clairvoyant and can actually tell what
the top card in a deck is without looking at it. Assuming that the null-hypothesis is true and that I’m just
guessing, what’s the chance that I would correctly guess the top card? Well, there are 52 cards in a deck, so
the chance of getting it right is just one in 52, 1/52 ≈ 1.9%. Wow, this is way below the 5% cutoff! However,
claiming based on this evidence that I am actually clairvoyant is silly. Given that this is an extraordinary
claim, Sagan tells us that I must produce extraordinary evidence. Put another way, your prior belief that
I am clairvoyant is very low and thus p(H0) ≈ 1. I must then show you evidence far beyond a simple 1.9%
p-value to convince you.

Another example

Suppose I flip a quarter six times and get six heads. Is it a fake, double-sided coin? Well, let’s be systematic
about this. The null-hypothesis here would be that the coin is in fact just a regular old coin while the
alternate hypothesis would be that it is a coin that always shows heads. Under the null-hypothesis, the
chance of seeing this outcome (six heads) or something equally or more extreme (six tails), would be

p-value = p(6H|H0) + p(6T |H0) =

(
1

2

)6

+

(
1

2

)6

≈ 3.1%

Wow, this is way below the 5% cutoff! Should we conclude that this is a fake coin? Well, let’s think about
this. How surprised would we have been to find that this was a fake coin before seeing any evidence one
way or the other? Well that depends on how the coin was generated. First, let’s suppose that I just reached
down into my pocket on a random day and picked it out among all the change I had. Well, then I’d be
really surprised. I don’t think I’ve ever seen a two-sided coin in circulation. Let’s for arguments sake say
that there is a one in a billion chance that any given coin is two sided (maybe some jokesters out there are
circulating fake coins to mess with people just like us). Well, then p(H0) = 1− 10−9 and so

p(H0|6H or 6T ) =
p(6H or 6T |H0) · p(H0)

p(6H or 6T |H0) · p(H0) + p(6H or 6T |¬H0) · (1− p(H0))
=

3.125% · (1− 10−9)

3.125% · (1− 10−9) + 100% · (10−9)

Note here that we assume a probability of getting 6H or 6T to be 100% if it’s a fake coin. Working this out
we get

p(H0|6H or 6T ) = 0.999999968

So, even though the p-value was 3.125%, the chance of the null-hypothesis being true is actually almost
100% still because of the prior we have in place.

Suppose now instead that the coin was obtained by randomly choosing a coin on the counter inside of a
magic shop. What would be the prior then? Well, I would guess that there are a few two headed coins in the
average magic shop, so perhaps the prior is close to 50/50, p(H0) = 0.5. In this case, we find the posterior
to be p(H0|6H or 6T ) ≈ 3%, making it reasonable to reject the null-hypothesis.

In this case it was rather straight forward to construct the prior since a clear mechanism by which the coin
is chosen was in place. In real studies, however, this might be much more difficult. Suppose that you’re
developing a medicine that seems to be curing some disease. In fact, suppose that a placebo only had a 3%
chance of generating the same results that you generated with your approach. What’s the posterior then?
What’s the prior belief of this medicine working? These are thornier issues and often times the only way
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forward is to gather additional data since more data means that you can drive down the likelihood (assuming
that the pattern remains). In our example, if in the first circumstance when the posterior was still close to
100% we continued flipping the coin another 30 times, seeing only heads in the process we might be more
inclined to reject the null-hypothesis. Similarly in the website A/B test, if the 3% to 5% lift wasn’t strong
enough after sending 100 visitors to each, we might just keep the test running until we have 1000 visitors to
each version. If we still see a 3% to 5% lift, we can bolster our disbelief in the null-hypothesis.

A third and mind bending example

This example will highlight a case where the intuitive link between p-values and posterior probability com-
pletely breaks down. I will show you an example of when a lower p-value actually increases the chance of
the null-hypothesis being true. In other words, most of the time we’d be more inclined to reject the null-
hypothesis if we saw a p-value of 0.01 than we would had the p-value been 0.05 – lower p-value is usually
better. However, in this example a lower p-value will actually be worse and you should here be more inclined
to reject the null-hypothesis is the p-value was 0.05 than if it was 0.01.

This all stems from the fact that the expression for the posterior probability, p(H0|D) has the dataset appear
in two contexts, both in conjunction with the null-hypothesis and with the negation of the null-hypothesis
(which in the case of a two hypothesis system is the same as the alternate hypothesis):

p(H0|D) =
p(D|H0)p(H0)

p(D|H0)p(H0) + p(D|¬H0)p(¬H0)
=

p(D|H0)p(H0)

p(D|H0)p(H0) + p(D|HA)p(HA)

Suppose e.g. that we have two coins in a bag, one that is totally fair and shows heads p = 50% of the
time and the other which shows heads q = 90% of the time (note that q > p). We reach down into the
bag and randomly pick one of the coins, each one being equally likely to be picked. We then flip it n times
and record the number of heads we see as k. Since each coin was equally likely to be picked, we have
p(H0) = p(HA) = 0.5. As a result we have

p(H0|k) =
p(k|H0)p(H0)

p(k|H0)p(H0) + p(k|HA)p(HA)
=

1

1 + p(k|HA)
p(k|H0)

Now, consider the following two outcomes of this experiment

• Outcome 1: We see 1 heads and n− 1 tails

• Outcome 2: We see 0 heads and n tails

Clearly, with a fair coin we should expect to see approximately the same number of heads as we do tails and
so outcome 2 is less likely than outcome 1. As a result, we would ascribe a lower p-value to outcome 2 than
to outcome 1. To be fair we should look at events as extreme or more extreme but this hierarchy remains:

p-value2 = p(0|H0) and p-value1 = p(0|H0) + p(1|H1) → p-value2 < p-value1

Normally we’d then be more inclined to reject the null-hypothesis if outcome 2 occurs since the p-value
is lower. However, as we shall shortly see that is not correct in this case. In fact, the probability of the
null-hypothesis being true is actually higher in outcome 2 than in outcome 1. Basically this is because while
the data is less likely given the null-hypothesis, it’s even less likely given the alternative hypothesis. The net
result of outcome 2 compared to outcome 1 is then to actually bolster your belief in the null-hypothesis!

Let’s compare the posterior probabilities for the two outcomes:

p(H0| 0 or 1 ) =
1

1 + p( 0 or 1 |HA)

p( 0 or 1 |H0)

=
1

1 + p(0|HA)+p(1|HA)
p(0|H0)+p(1|H0)

Let’s focus on that ratio in the denominator

p(0|HA) + p(1|HA)

p(0|H0) + p(1|H0)
=

(1− q)n + nq(1− q)n−1

(1− p)n + np(1− p)n−1
=

(
1− q

1− p

)n
1 + nq/(1− q)

1 + np/(1− p)
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Similarly, considering outcome 2 we have

p(H0|0) =
p(0|H0)p(H0)

p(0|H0)p(H0) + p(0|HA)p(HA)
=

1

1 + p(0|HA)
p(0|H0)

Focusing again on the fraction in the denominator, we have

p(0|HA)

p(0|H0)
=

(1− q)n

(1− p)n

In other words, comparing the two we see that

p(0|HA) + p(1|HA)

p(0|H0) + p(1|H0)
=

p(0|HA)

p(0|H0)
· 1 + nq/(1− q)

1 + np/(1− p)

To compare these two, consider the function f(x) = x/(1− x). Its derivative is

f ′(x) =
1

(1− x)2
> 0

Since the derivative is always positive, we can conclude that since q > p, we also have f(q) > f(p). As a
result, we have

p(0|HA) + p(1|HA)

p(0|H0) + p(1|H0)
>

p(0|HA)

p(0|H0)

This in turn then implies that

p(H0| 0 or 1 ) < p(H0| 0 )

Now, think about this. This is telling you that while outcome 2 has a lower p-value than outcome 1, the
chance of the null-hypothesis being true if you see outcome 2 is actually higher!

In this case, a lower p-value actually means that you should be more
inclined to believe the null-hypothesis!

Note that this can also be taken as an argument why we should not use one-sided p-values.

Hopefully these examples and the argument based on a Bayesian viewpoint has convinced you that 1) p-values
are often misunderstood and 2) that p-values are a bit more subtle than perhaps most people realize.
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